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Abstract
We analyze a class of Markov decision processes with imperfect state information that evolve on an infinite

time horizon and have a total cost criterion. Particularly, we are interested in problems with stochastic shortest path
sturcture, assuming (1) the existence of a policy that guarantees termination with probability one and (2) the property
that any policy that fails to guarantee termination has infinite expected cost from some initial state. We also assume
that termination is perfectly recognized. In this paper, we expand upon arguments (given in [11]) for establishing the
existence, uniqueness, and characterization of stationary optimal policies and the convergence of value and policy
iteration. We also present an illustrative example, involving the search for partially observed target which moves
randomly on a grid, and we develop a simulation-based algorithm (based on neuro-dynamic programming techniques)
for computing policies that approximately minimize the expected number of stages to complete the search.

1 Introduction

This paper considers a class of imperfectly observed Markov decision processes known as partially observed stochas-
tic shortest path problems. The model we analyze extends the stochastic shortest path problems of Bertsekas and
Tsitsiklis [2] to the case where, instead of knowing precisely the state of an underlying finite-state Markov chain, we
receive noisy observations that are correlated with the actual state of the system. The defining characteristics of a
partially observed stochastic shortest path problem are (1) that there exists a stationary policy that leads to termination
with probability one and (2) that any policy which fails to guarantee termination has infinite expected cost from some
initial state. Moreover, in this paper, we assume that termination of the process is perfectly recognized. Building on
arguments in [11], we establish the existence of a stationary policy that is optimal within the class of Markov policies,
along with the convergence of two standard dynamic programming recursions: value iteration and policy iteration. As
another contribution, we present a pursuit/evasion-type example of the analytical framework, with numercial solution
by neuro-dynamic programming [3].

1.1 Related Literature

The subject of this paper is closely related to the theory of optimal search and pursuit. Our formulation may be
traced back to Eaton and Zadeh in [5], who considered problems with perfect state information. This early research
underwent a sequence of extensions and refinements, leading to the stochastic shortest path theory of Bertsekas and
Tsitsiklis [2] and to the search theory of Feinberg [6], both of which are set in the context of perfect state information.
Other researchers have incorporated imperfect state information into their optimal search formulations (e.g. Stone’s
monograph [15]), although generally these models do not take the form of Markov decision processes. Subsequently
to [2], the stochastic shortest path model has been generalized in a number of ways. In [9] and [12], Patek and
Bertsekas analyzed the case of two players, where one player seeks to drive the system to termination along a least-
cost path and the other seeks to prevent termination altogether. In [10], Patek reexamined the stochastic shortest path
formulation in the context of Markov decision processes with an exponential utility function.

∗This work is supported in part by the National Science Foundation through grant ECS-9875688 (CAREER).
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The results in this paper contribute to the literature on infinite-horizon POMDPs (partially observed Markov de-
cision processes). For background on this class of problems, we refer generally to the monographs by Bertsekas and
Shreve [1] and Dynkin and Yushkevich [4]. Our results are most closely related to those in Sondijk [14] and Platz-
man [13]. In [14], the discounted case is considered, leading to an analysis similar (but not identical) to ours for the
case where termination is inevitable. In [13], relationships between the average cost and discounted cost formulations
are explored, with the main results dependent on conditions of reachability and detectability. Similar conditions are im-
posed in this paper that make our problem well-posed. Many other researchers have considered undiscounted Markov
decision processes, focusing particularly on the relationship between the average reward and total reward criteria in
their various forms. We cite the monographs by Hernández-Lerma and Lasserre [7, 8] for a recent and very general
treatment of this topic. While much of the theory for problems with general state and action spaces applies within
the context of partially observed stochastic shortest path problems, we are able to derive sharper results by exploiting
the special structure of the model. In particular, our structural assumptions (i.e. the existence of a stationary policy
that leads to termination with probability one and the property that any policy which fails to guarantee termination
has infinite expected cost from some initial state) imply the existence of a unique bounded functional solution to the
appropriate optimality equation and the convergence of value and policy iteration to this solution. No auxiliary tests
are required to establish the existence of a solution or the convergence of the standard recursions.

1.2 Outline

In Section 2, we formally define the class of models known as partially observed stochastic shortest path problems.
Part of this formulation is the introduction of an “information state” that allows us to embed the problem in one of
perfect state information over a generalized state space. We also state a number of standard results for the case where
termination is inevitable regardless of the sequence of actions applied. For this “easy” case, the dynamic programming
operator exhibits an m-stage contraction property, and the usual results (e.g. the existence and uniqueness of a solution
to Bellman’s equation) can be established by the usual means. In Section 3, we state our results for the “hard” case
where there may exist “improper” policies that do not guarantee termination. Here, the contraction property for the
dynamic programming operator disappears, and the analysis of the model is substantially more complex. In Section 4
we present an illustrative example, involving the search for a randomly moving target with imperfect observations, and
we develop a simulation-based algorithm (inspired by neuro-dynamic programming methods [3]) for minimizing the
expected cost of the search. In Section 5, we summarize and discuss our results. As many of the results of this paper
appear in [11], the main contributions here are that (i) we give expanded arguments for the main theoretical results and
(ii) we present an illustrative example of the framework, with approximate solution by neuro-dynamic programming.

2 Formulation

We consider a controlled Markov chain with state space S and action space (control constraint set) U . The probability
of transitioning from i ∈ S to j ∈ S under u ∈U is pi j(u). The expected cost of transitioning from i ∈ S under u ∈U
is g(i,u). After each transition, the system outputs a symbol z from a set of observation symbols Z. The probability
of observing z given that we have transitioned to j ∈ S under the control u ∈U is p z( j,u). We assume the following
throughout the entire paper.
Assumption A The sets S, U, and Z are finite, and we may list the elements of S as {1, . . . ,n}. There is an extra state
Ω �∈ S which is zero-cost and absorbing. That is,

pΩΩ(u) = 1 and g(Ω,u) = 0, ∀ u ∈U. (1)

Finally, there is an extra observation symbol zΩ �∈ Z which is unique to transitions to Ω. That is,

pzΩ(Ω,u) = 1 and pzΩ( j,u) = 0, ∀ u ∈U, j ∈ S. (2)

Assumption A is analogous to Assumption 2 in [2]. The last part of Assumption A is a formal statement of the property
that Ω is perfectly recognized.

In controlling the Markov chain, we restrict attention to deterministic Markov policies that select actions at each
stage based on the posterior probability distribution for the current state given the priors, controls, and observations
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available up to the current time. We let x0
i denote the prior probability that the system starts out in state i. Then,

x0 = (x0
1, . . . ,x

0
n) ∈ X is the initial information state, where

X = {x ∈ ℜn | ∑
i∈S

xi = 1 and xi ≥ 0, i = 1, . . . ,n}. (3)

We let xt
i denote the conditional probability that the system is in state i at stage t given x 0, u0, . . . ,ut−1, and z1, . . . ,zt ,

where us is the control applied at stage s and zs is the observation made just before the s-th control is applied. If
the process has not terminated by stage t, then xt = (xt

1, . . . ,x
t
n) ∈ X is the information state at stage t, otherwise

xt = (0, . . . ,0) �∈ X . Bayes’ rule describes the information state dynamics: given that we observe z t+1 after applying
the control ut from xt ,

xt+1
i =

∑k∈S xt
k pki(ut)pzt+1(i,ut)

∑ j∈S∪{Ω} ∑k∈S xt
k pk j(ut)pzt+1( j,ut)

(4)

�
= fi(xt ,ut ,zt+1). (5)

With f : X ×U × Z �→ X ∪ {(0, . . . ,0)} denoting the vector function whose components are the f i above, we have
xt+1 = f (xt ,ut ,zt+1). Note that f is continuous as a function of x ∈ X , even if the next observation symbol is z Ω. We
pause to note that by introducing the information state x ∈ X we are essentially embedding the original problem in a
new problem with perfect state information, though one with a polyhedral state space.

We use M to denote the set of decision maps, i.e. functions µ : X �→ U . The set of nonstationary policies is
M̄ = {(µ0,µ1, . . .)|µk ∈ M}, where, for a given policy π = (µ0,µ1, . . .), each µk describes how the information state at
stage k will be mapped to an action in U . Since the dependence is always on the current information state, we may
think of M̄ as the set of deterministic Markov policies. There is no explicit dependence on past information states and
controls. We will sometimes abuse notation slightly by using µ ∈ M to denote the stationary policy (µ,µ, . . .) ∈ M̄.

Let J be the space of functions J : X �→ ℜ, equipped with metric topology induced by the sup-norm ‖J‖ ∞ =
supx∈X |J(x)|. Let JB and JC be the subspaces of bounded and continuous functions J ∈ J , both with topologies
induced by ‖ · ‖∞. (The main results of this paper will be stated in terms of JB and JC.) Note that JB is not the same as
the space L∞(X) because we do not assert the equivalence of functions that are equal “almost everywhere” and ‖ · ‖ ∞
is not defined by the “essential supremum.” Even so, both JB and JC turn out to be Banach spaces. For convenience,
let 0 and 1 be the constant functions in JC evaluating to zero and one, respectively. Also, given J,J ′ ∈ J , if J(x)≤ J′(x)
for all x ∈ X , then we write J ≤ J ′. A final piece of notation before moving on: if {Jk}∞

k=0 ⊂ J converges pointwise to

J ∈ J , we write Jk
pw.−→ J.

2.1 Dynamic Programming Formuation

Given µ ∈ M, we define cµ ∈ JB as
cµ(x) = ∑

i∈S

xig(i,µ(x)). (6)

Note that cµ may not be continuous as a function of x ∈ X , depending on µ ∈ M. We define the operator Pµ : J �→ J ,
such that

[PµJ](x) = ∑
z∈Z

∑
k∈S

∑
i∈S

xipik(µ(x))pz(k,µ(x))J( f (x,µ(x),z)). (7)

For convenience, we define
p̄z(x,u) = ∑

k∈S
∑
i∈S

xipik(u)pz(k,u), (8)

so that
[PµJ](x) = ∑

z∈Z

p̄z(x,µ(x))J( f (x,µ(x),z)).

Note that for any J ∈ J we have ‖PµJ‖∞ ≤ ‖J‖∞, so that Pµ : JB �→ JB. The expression cµ(x) + [PµJ](x) may be
interpreted as the expected cost associated with one state transition under the decision map µ from the prior x 0 = x plus
the expected cost J(x1) of winding up with the information state x1. (Implicit in this interpretation is the fact that the
cost remaining to be experienced from the terminal state Ω is zero. Since termination is perfectly recognized, there is

3



no need to include zΩ in the summation over observation symbols.) The operator Tµ : J �→ J associated with µ ∈ M is
defined by the mapping,

[TµJ](x) = cµ(x)+ [PµJ](x). (9)

The dynamic programming operator T : J �→ J is defined by the mapping,

TJ(x) = min
u∈U

[
∑
i∈S

xig(i,u)+ ∑
z∈Z

p̄z(x,u)J( f (x,u,z))

]
, (10)

which in shorthand notation may be written as TJ = minµ∈M TµJ. Note that if J ∈ J is continuous, then so is TJ. Thus,
T “preserves” continuity (and therefore also boundedness). In general, Tµ only preserves boundedness. The following
standard properties also hold.

(i) (Monotonicity) If J,J ′ ∈ J are such that J ≥ J ′, then TJ ≥ TJ ′ and TµJ ≥ TµJ′ for any µ ∈ M.

(ii) (Cost Shifting) For all ε > 0 we have, T (J + ε1) ≤ TJ + ε1. The inequality reverses with ε < 0.

(iii) (Continuity with respect to ‖ · ‖∞) For all J,J ′ ∈ J , we have ‖TJ−TJ ′‖∞ ≤ ‖J− J′‖∞.

In Section 3, we introduce an alternative form of continuity which allows us to derive our main results.
Given an allowable policy, π = {µ0,µ1, . . .} ∈ M̄, we define the associated cost (cost-to-go) function Jπ : X �→ ℜ as

Jπ(x) = liminf
t→∞

[(Tµ0Tµ1 · · ·Tµt )(0)](x). (11)

We interpret Jπ(x) to be the expected long term cost of π from the prior state distribution x. If π = {µ,µ, . . .}, then J µ

denotes the cost function for π as defined above. (Note that, just as c µ may not be continuous as a function of x ∈ X ,
the function Jµ may not be continuous.) The optimal expected long term cost function J ∗ : X �→ ℜ is defined as

J∗(x) = inf
π∈M̄

Jπ(x). (12)

2.2 Inevitable Termination

In this subsection we consider the case where termination is inevitable under all stationary policies. To set this context
more precisely, let Pm

Ω(i,{ut}m−1
t=0 ) be the probability of terminating within m stages under the sequence of actions

{ut}m−1
t=0 from the known initial state i. Let Pm

Ω(x,{ut}m−1
t=0 ) be the probability of terminating within m stages under

the sequence of actions {ut}m−1
t=0 from the prior state distribution x ∈ X . Let Pm

Ω(x,π) be the probability of terminating
within m stages under π = {µ0,µ1, . . .} ∈ M̄ from the prior state distribution x ∈ X . The case of inevitable termination
is defined by the following assumption.
Assumption B There exists a positive integer m such that Pm

Ω(i,{ut}m−1
t=0 ) > 0 for each initial state i ∈ S and sequence

of actions {ut}m−1
t=0 ⊂ U applied from i. (Note that this implies Pm

Ω(x,{ut}m−1
t=0 ) > 0 for each prior state distribution

x ∈ X.)

Assumption B implies that regardless of the controls applied the probability of terminating within m stages is positive.
We impose Assumption B only for the remainder of this subsection.

Lemma 1 There exists ρ > 0 such that Pm
Ω(x,π) ≥ ρ for all π ∈ M̄ and x ∈ X.

Proof: We first establish a lower bound for Pm
Ω(i,π). We do this by defining an auxiliary problem whose solution

is the minimal probability of terminating in m stages under perfect state information. Specifically, consider an m-
stage stochastic control problem defined on the finite state space S̆ = S∪ {Ω}, where pi j(u) is the probability of
transitioning from i ∈ S∪{Ω} to j ∈ S∪{Ω} under the control u. The control objective is to minimize, under perfect
state information, the expected terminal cost IΩ(im), where IΩ(i) = 0 if i ∈ S and IΩ(Ω) = 1. Note that this problem
can be solved by a backwards dynamic programming recursion, and its optimal value, denoted J̆(i), is precisely the
minimal probability of terminating within m stages from i in the original decision process. By Assumption B this value
is positive for each state i ∈ S. Thus,

ρ �
= min

i∈S
J̆(i) > 0. (13)
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Moreover, because of the nonnegative value of perfect information P m
Ω (i,π) ≥ ρ for any π ∈ M̄. (It’s harder to evade

termination when the state of the system is uncertain after the first transition.) Since P m
Ω(x,π) = x1Pm

Ω (1,π)+ · · ·+
xnPm

Ω(n,π), there exists ī ∈ S such that
min
x∈X

Pm
Ω(x,π) = Pm

Ω(ī,π) ≥ ρ.

Q.E.D.

Using Lemma 1 we may show that the operator T is an m-stage contraction mapping, and this in turn implies that
J∗ is the unique bounded solution to the functional equation T = TJ, known as Bellman’s equation. Moreover, for
any initial bounded function J0 ∈ JB, the iterates of value iteration Jk+1 = TJk converge to J∗. These results can be
established using more or less standard techniques and are stated below without proof.

Lemma 2 The following property holds:

‖(TmJ)− (TmJ′)‖∞ ≤ (1−ρ)‖J− J′‖∞, ∀ J,J′ ∈ J ,

where ρ ∈ (0,1] is defined in Equation (13). The same property holds for Tµ for any µ ∈ M.

Lemma 3 Given µ ∈ M,

1. Jµ is the unique fixed point of the operator Tµ on JB.

2. For every J ∈ JB we have ‖T k
µ J− Jµ‖∞ → 0.

Proposition 1 The following are true.

1. J∗ is continuous and is the unique fixed point of the operator T in J B.

2. (Value Iteration) For every J ∈ JB we have ‖T kJ− J∗‖∞ → 0.

The fact that J∗ is continuous follows from the Banach fixed point theorem applied to T in JC.

3 Analysis of the Case where Termination is not Inevitable

In this section we relax the assumption that termination is inevitable and allow for the existence of policies that are
non-terminating as long as they result in infinite expected cost from some initial state. In effect, we replace Assumption
B with the following.
Assumption C There exists a stationary policy π = {µ,µ, . . .} ∈ M̄ such that for all x ∈ X

lim
m→∞

Pm
Ω(x,π) = 1. (14)

Moreover, any policy π = {µ0,µ1, . . .} ∈ M̄ that fails to satisfy this condition is such that a subsequence of{
[(Tµ0Tµ1 · · ·Tµt )(0)](x)

}∞

t=0

tends to infinity for some initial information state x ∈ X.

Our objectives are to (i) characterize J ∗ as the unique fixed point of T in some subspace of J , (ii) establish the existence
of stationary policies µ∗ ∈ M which achieve J∗, and (iii) establish the convergence properties of the dynamic program-
ming recursions, value and policy iteration. We will refer to stationary policies that satisfy the limit of Equation (14)
as proper; we’ll call stationary policies that don’t satisfy the limit improper.

The analysis here is complicated by the fact that T fails to be a contraction mapping with respect to any norm,
as shown in [2]. Moreover, the dynamic programming operator T is not known to be an m-stage contraction. (The
proof of Lemma 1 breaks down.) Because we cannot rely upon standard fixed point theory, we are forced to settle for
dynamic programming arguments with pointwise convergence to a solution of the functional equation J = TJ. We are
led to introduce an alternative form of continuity for the operator T , as in the following lemma.
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Lemma 4 (Pointwise Continuity) Given a sequence of functions {Jk}∞
k=0 ⊂ J , if Jk

pw.−→ J ∈ J , then TJk
pw.−→ TJ.

Proof. Suppose Jk
pw.−→ J ∈ J . We must show that limk→∞ TJk(x) = TJ(x) for all x ∈ X . To this end, arbitrarily fix

x ∈ X . Let X̄(x,u) be the set of nonterminal information states that can be reached (via Bayes’ rule) from x under the
control u. Note that X̄(x,u) is finite since Z is finite. Now define ck = maxu∈U maxx̄∈X̄(x,u) |Jk(x̄)− J(x̄)|. From the

monotonicity and cost-shifting properties of T , we have that |TJk(x)−T J(x)| ≤ ck. Since Jk
pw.−→ J, we can choose

k to make ck arbitrarily small. [Pointwise convergence is sufficient because we care about the limiting behavior of
{Jk(x̄)}∞

k=0 only at a finite number of points x̄ ∈ ∪u∈UX̄(x,u).] Q.E.D.

The following lemma establishes a convenient test for determining whether a stationary policy is proper. The proof
follows similarly to arguments given in [2].

Lemma 5 Given µ ∈ M, if there exists a function J̄ ∈ JB such that J̄ ≥ TµJ̄, then µ is proper.

Proof. To reach a contradiction, suppose µ is improper. By expanding (T t
µ )(0), Assumption C implies the existence

of x̄ ∈ X such that a subsequence of {
t

∑
k=0

[
Pk

µcµ

]
(x̄)

}∞

t=0

(15)

tends to infinity, where [Pk
µcµ](x) = [(Pµ ◦ · · · ◦Pµ)cµ](x). On the other hand, there exists by hypothesis J̄ ∈ J such that

J̄ ≥ TµJ̄. Applying Tµ to J̄, we have that J̄ ≥ TµJ̄ ≥ cµ +PµJ̄, where the second inequality follows from the definition
of Tµ. From the monotonicity of Tµ, we obtain

J̄ ≥ TµJ̄ ≥ T 2
µ J̄ ≥ Tµ(cµ +PµJ̄)

≥ PµPµJ̄ +[cµ +Pµcµ],

where the last inequality follows again from the definition of Tµ. Proceeding inductively we obtain

J̄ ≥ Tt
µ J̄ ≥ Pt+1

µ J̄ +
t

∑
k=0

Pk
µcµ. (16)

Since J̄ is bounded, there exists M ∈ ℜ+ such that |J̄(x)| ≤ M. Since ‖PµJ‖∞ ≤ ‖J‖∞ for all J ∈ J , the term in the
far right-hand-side of Equation (16) involving J̄ is bounded (by M) as t → ∞. Thus, Equation (16) implies that no
subsequence of Equation (15) may converge to infinity, and µ must be proper by contradiction. Q.E.D.

We now show that there exists a unique solution to Bellman’s equation J = TJ in the space of bounded functions
JB. We do this by establishing the pointwise convergence of the “policy iteration” and “value iteration” algorithms.
The argument hinges upon the following observations.

1. The results of Lemma 3 apply to any proper policy µ, as though it were the only available policy (resulting in a
new problem in which Assumption B holds).

2. The cost function Jµ of any proper policy µ is bounded below by the optimal cost of a revised stochastic shortest
path problem where perfect information prevails. (Cf. [2]. An optimal solution to the revised problem exists
since the stochastic shortest path aspect of the cost structure remains intact.)

Proposition 2 The following are true.

1. The operator T has a unique fixed point in JB; this fixed point is exactly J∗. There exists a proper optimal policy
µ∗ ∈ M. Finally, a stationary policy µ∗ ∈ M is optimal if and only if Tµ∗J∗ = TJ∗.

2. (Value Iteration) For every J ∈ JB, we have that T kJ
pw.−→ J∗.

3. (Policy Iteration) Given a proper policy µ0 ∈M, we have that Jµk

pw.−→ J∗, where {µk}∞
k=0 is a sequence of policies

such that TµkJµk−1 = TJµk−1 .
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Proof. The uniqueness of a fixed point in JB follows from the monotonicity of T and Lemmas 3 and 5, as in the proof
of Proposition 2 in [2]. The existence of a fixed point and the pointwise convergence of policy iteration, established
below, follow from arguments similar to those in [2]. Let µ 0 proper and µ1 ∈ M such that Tµ1Jµ0 = TJµ0 . (Assumption
C implies that an initial proper policy µ0 exists.) We have Tµ1Jµ0 = TJµ0 ≤ Tµ0Jµ0 = Jµ0 . By Lemma 5, µ1 is proper.
By the monotonicity of Tµ1 and Lemma 3, we have that for all t

Jµ0 ≥ TJµ0 ≥ Tt−1
µ1

Jµ0 ≥ Tt
µ1

Jµ0 .

Thus,
Jµ0 ≥ TJµ0 ≥ lim

t→∞
Tt

µ1
Jµ0 = Jµ1 .

Applying this argument iteratively, we construct a sequence {µ k} of proper policies such that,

Jµk ≥ TJµk ≥ Jµk+1 , ∀ k = 0,1, . . . . (17)

Thus, {Jµk(x)}∞
k=0 is monotonically decreasing for each x ∈ X . Moreover, by considering a revised version of the

problem where perfect state information prevails, we may establish a lower bound for the sequence {J µk(x)}∞
k=0. Let

J̆∗(i) ∈ ℜ be the minimal expected cost-to-go from i ∈ S for the revised problem (cf. [2].) Because of the value
of perfect information, each element of {Jµk(x)}∞

k=0 is bounded below by mini∈S J̆∗(i). Thus, {Jµk}∞
k=0 converges

pointwise to some bounded function J ∞. From Equation (17) and the pointwise continuity of T (cf. Lemma 4), we
have that J∞ = TJ∞, the unique fixed point of T in JB.

The following arguments for (i) the pointwise convergence of value iteration for all initial J ∈ J B, (ii) the fact that
J∞ = J∗, and (iii) existence of an optimal proper policy and the fact that µ ∗ is optimal if and only if Tµ∗J∗ = TJ∗, are
similar to arguments given in [2] (cf. Proposition 2.)

First, we show that show that T kJ
pw.−→ J∞ for all J ∈ JB. This argument is given in the following three paragraphs.

Before we proceed, let µ∗ ∈ M be such that Tµ∗J∞ = TJ∞ = J∞. Note that the final equality implies that µ∗ is proper,
and from the uniqueness of the fixed point Jµ∗ = J∞. Let δ be some positive scalar.

We claim that there exists a unique bounded function J δ which satisfies Tµ∗Jδ = Jδ − δ1. To see this, consider a
revised problem where are all of the transition costs from states i ∈ S are increased by δ. Since µ ∗ is proper, the cost
function J̃ associated with µ∗ in the revised problem is characterized by the unique solution to Bellman’s equation (cf.
Lemma 3). Since

J̃ = cµ∗ + δ1+Pµ∗J̃

= δ1+Tµ∗ J̃,

we have that Jδ = J̃, establishing our claim. Since δ > 0 we have also shown that J δ ≥ Tµ∗Jδ. Thus, from the mono-
tonicity of Tµ∗ we have that for all k > 0

Tk
µ∗J

δ ≤ Jδ.

By taking the limit as k → ∞, we see that Jµ∗ ≤ Jδ. Using the monotonicity of T and the fact that J ∞ = Jµ∗ , we get

J∞ = TJ∞ ≤ TJδ ≤ Tµ∗J
δ = Jδ − δ1 ≤ Jδ.

Proceeding inductively, we get
J∞ ≤ T kJδ ≤ Tk−1Jδ ≤ Jδ.

Hence, {T kJδ(x)}∞
k=0 is a monotonically decreasing sequence which is bounded below for each x ∈ X and therefore

{TkJδ}∞
k=0 converges pointwise to some J̄∞ ∈ JB. By the pointwise continuity property of the operator T , we must

have that J̄∞ = T J̄∞. By the uniqueness of the fixed point of T in JB, we have that J̄∞ = J∞. Thus, we have shown that

TkJδ pw.−→ J∞. (18)

We now examine the convergence of the operator T k applied to J∞ − δ1. Note that

J∞ − δ1 = TJ∞ − δ1 ≤ T (J∞ − δ1)≤ TJ∞ = J∞,

7



where the first inequality follows from the cost shifting property of T . Once again, the monotonicity of T prevails,
implying that T k(J∞ − δ1) is pointwise monotonically increasing and bounded above. From the pointwise continuity
of T and the uniqueness of the fixed point we have that

Tk(J∞ − δ1)
pw.−→ J∞. (19)

We saw earlier that Jδ = Tµ∗Jδ + δ1 and that Jδ ≥ J∞. Then,

Jδ = Tµ∗J
δ + δ1 ≥ Tµ∗J

∞ + δ1 = J∞ + δ1.

Thus, for any J ∈ JB we can find δ > 0 such that J∞ − δ1 ≤ J ≤ Jδ. By the monotonicity of T , we then have

T k(J∞ − δ1)≤ T kJ ≤ T kJδ, ∀ k ≥ 1.

Taking pointwise limits and using Equations (18) and (19) we see that lim k→∞ T kJ(x) = J∞(x), for all x ∈ X .
All that remains to be shown is that J∞ = J∗. Take any π = {µ0,µ1, . . .} ∈ M̄. From the monotonicity of T and Tµ

(for every µ ∈ M), we have

T k0 = T k−1T0 ≤ T k−1Tµk0 ≤ ·· · ≤ Tµ0Tµ1 · · ·Tµk0, ∀ k > 0.

Taking the pointwise limit inferior of both sides we obtain J ∞ ≤ Jπ. Since J∞ = Jµ∗ we have that µ∗ is optimal and
J∞ = J∗. Q.E.D.

3.1 Discussion

From [2], we know that in problems with perfect state information where termination is inevitable under all stationary
policies the dynamic programming operator is a contraction mapping with respect to a weighted sup-norm. Apparently,
this result hinges on the finiteness of the state space. (Finiteness of the state space is critical in all known proofs for
the result.) Since the state space in this paper is X (which is uncountably infinite), it is an open question whether a
one-stage contraction property holds under our Assumption B.

Overall, the results of this section generalize [2] to the case of imperfect state information. However, there is one
important feature in [2] that we were unable to capture here, namely compact constraint sets U . Our assumption of
finite U was necessary to prove Lemma 4, which, in turn, is essential in establishing our main results. Otherwise, the
arguments in this paper are structured so that the main results hold even with compact constraint sets (along with lower
semicontinuous functions pi, j(u) and g(i,u)). The generalization to compact U would be easy as long as an alternative
proof to Lemma 4 can be found.

4 Example with Approximate Solution by Neuro-Dynamic Programming

In this section we illustrate the basic model of Sections 2 and 3 by considering a pursuit/evasion problem in which
a single player (the “pursuer”) seeks to minimize the expected number of stages to identifying the true location of a
randomly moving and imperfectly observed target.

4.1 Search Model

We consider an idealized search model that involves a target (think: “submarine”) which moves randomly on an N×N
grid. The motion of the target evolves according to a controlled, hidden Markov chain, where, given that the target
is presently located grid cell (ix, iy), the probability of transitioning to a neighboring cell is given as a function of the
search activity of the pursuer. In this model, we take the perspective of the pursuer who seeks to isolate the location
of the target according to the following process.

1. Initially:

(a) The pursuer starts with a probability distribution x0 = (x(ix,iy))ix,iy∈{1,...N}, which describes the prior prob-
ability of the target existing in each grid cell (ix, iy).

8



2. At the t-th stage of the process:

(a) Having the probability distribution xt , which describes the current location of the target, the pursuer decides
upon a grid cell ut = (ut

x,u
t
y) to search. The pursuer perceives a cost of one for engaging in this stage of

the search process. (Thus, the total cost of the search is equal to the total number of stages to termination.)

(b) The target randomly moves randomly according to the hidden, controlled Markov chain.

i. If the target moves into the cell searched by the pursuer, then the search process terminates, and the
pursuer accrues no more cost.

ii. Otherwise, if the target moves into some other cell, then the search results in a noisy observation
zt+1 =(zt+1

x ,zt+1
y ) of the target’s new location, and the pursuer computes (via Bayes’ rule) the posterior

distribution for the target’s location xt+1.

This process continues until the pursuer arranges to search in the same cell as the new location of the
target, as in step 2(b)i.

In seeking to minimize the expected cost to termination, the pursuer faces a partially observed stochastic shortest path
problem of the type described earlier in this paper. Particularly, if the pursuer limits attention to grid cells for which
the probability of the target arriving is greater than a given minimal threshold p Ω > 0, then termination is inevitable
and the results of Proposition 1 apply. Otherwise, if the pursuer is free to search any cell (regardless of how unlikely
it is that the target will arrive), then termination is not inevitable, but the results of Proposition 2 apply. In either case,
minimizing the expected cost to termination is an extremely difficult task since the optimal solution is characterized
by the unique solution J∗ : X �→ ℜ to Bellman’s equation J = TJ. We describe a generic, approximate solution
methodology for this search problem in Section 4.2, and we test this methodology in Section 4.3 for a particular
instance of the search problem.

4.1.1 Target Motion

To give the details of a particular instance of the search problem, we begin by describing the hidden, controlled Markov
chain that characterizes the target’s motion. Given that the target is presently located grid cell (i x, iy), the probability
of transitioning to cell ( jx, jy) = (ix +dx, iy +dy), with dx and dy elements of {−1,0,1}, is given by

p(ix,iy),( jx, jy)(ux,uy) =
w(ix+dx, iy+dy)(ux,uy)

∑1
δx=−1 ∑1

δy=−1 w(ix+δx, iy+δy)(ux,uy)
, (20)

where

1. w(ix+δx, iy+δy)(ux,uy) is a weight that determines the likelihood of transitioning into grid cell (i x + δx, iy + δy)
from neighboring cells and

2. (ux,uy) refers to the decision of the pursuer to search in grid cell (u x,uy).

The weights w( jx, jy)(ux,uy) are computed with respect to an underlying set of weights w̃ ( jx, jy)(ux,uy) that are associated
with the particular features of the search grid. In particular,

w( jx, jy)(ux,uy) =




w̃( jx , jy)(ux,uy)
2 if jx = ux and jy = uy,

w̃( jx, jy)(ux,uy) otherwise.
(21)

The “divide-by-two rule” of Equation (21) for the case where j x = ux and jy = uy serves to model an inherent ability of
the target to anticipate the pursuer’s search activity. The result is that the target is less likely to visit the searched-cell
(ux,uy) than would be indicated by the underlying weights.
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4.1.2 Observations of the Target

We now lay out the process by which observed locations of the target are generated. Recall that whenever the pursuer
searches a cell (ux,uy) and fails to find the target there, the pursuer receives a noisy observation that suggests the new
location of the target. The observed location of the target (z t+1

x ,zt+1
y ) can only occur within a set of allowable grid cells,

namely those that appear in the same quadrant or half plane as the actual (new) location of the target ( j x, jy) relative
to the search-cell (ux,uy). For example, if the pursuer searches (4,4) and the target actually transitions to (2,3), then
the set of allowable cells includes all those contained within the region defined by four corners: (1,1), (1,4), (4,4),
and (4,1), including the boundaries. If the target had actually transitioned to (5,5) instead, then the set of allowable
cells would be the cells contained within (4,4), (4,N), (N,N), and (N,4). If the searched cell and the new location of
the target agree in one dimension, then the set of allowable cells is a “halfplane.” For example, if the pursuer searches
(4,4) and the target actually transitions to (2,4), then the set of allowable cells would be the cells contained within
(1,1), (N,1), (N,4), and (1,4). The observed location of the target is drawn from the set of allowable cells according
to a probability distribution that depends on the distance between ( j x, jy) and (ux,uy):

d(( jx, jy),(ux,uy)) = max{| jx −ux|, | jy −uy|}, (22)

and also on the distance between ( jx, jy) and the allowable cells that serve as potential observed locations of the target.
To describe the selection process, let D denote the largest possible distance between ( j x, jy) and any allowable cell:

D = max
allowable (zx,zy)

d(( jx, jy),(zx,zy)), (23)

and let nd denote the number of allowable cells whose distance from ( j x, jy) is exactly d. (There is exactly one
allowable cell whose distance is zero from ( jx, jy), namely ( jx, jy) itself, so n0 = 1.) Define pd so that nd pd is the
probability of observing the target d units away from the true location of the target. (Thus, p d is the probability that
a particular allowable cell that is distance d away from ( jx, jy) will be selected as the observed location of the target.)
In the numerical evaluation of Section 4.3, we assign values to p 0, p1, . . . , pD so that

α ·nDpD = nD−1pD−1,

α ·nD−1pD−1 = nD−2pD−2,

...

α ·n1p1 = p0, (24)

where α is a parameter that describes the accuracy of the sensor computed as a function of the distance between the
actual location of the target and the search location:

α = 1+K0e−K1d(( jx, jy),(ux,uy)), (25)

where K0 and K1 are parameters. To summarize, the allowable cell (zx,zy), which is d distance from the actual location
of the target, is selected as the observed location of the target (zt+1

x ,zt+1
y ) with probability pd .

4.1.3 Information State Dynamics

Upon searching a grid cell (ux,uy), not finding the target there, and receiving (zt+1
x ,zt+1

y ) as the observed location of
the target, the pursuer assesses the situation by computing xt+1 via Bayes’ rule:

xt+1
(ix,iy)

=
∑N

kx=1 ∑N
ky=1 xt

(kx,ky)
p(kx,ky),(ix,iy)(ux,uy)p(ix,iy)(z

t+1
x ,zt+1

y )

∑N
jx=1 ∑N

jy=1 ∑N
kx=1 ∑N

ky=1 xt
(kx,ky)

p(kx,ky),( jx, jy)(ux,uy)p( jx, jy)(z
t+1
x ,zt+1

y )
, (26)

where

1. p(kx,ky),(ix,iy)(ux,uy) is the probability that the target transitions into (ix, iy) given that the pursuer searches in
(ux,uy) and that the target was in cell (kx,ky), as discussed in Section 4.1.1,

2. p(ix,iy)(z
t+1
x ,zt+1

y ) is the probability that (zt+1
x ,zt+1

y ) is the observed location of the target given that the actual
(new) location of the target is (ix, iy), as discussed in Section 4.1.2.
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4.1.4 Baseline Policy, µ0

Computing an optimal policy for this problem is extremely difficult since (as a partially observed stochastic shortest
path problem) the optimal cost-to-go function is a function (not a finite-dimensional vector). The value and policy
iteration algorithms described in Propositions 1 and 2 are difficult to implement in software, at least precisely, since
the limiting structure of the iterates (Jk and Jµk , respectively) is unknown. A reasonable baseline strategy for the
pursuer, which we may take as a heuristic solution to the problem, comes from ignoring the “divide-by-two rule,”
which reduces the likelihood of the target to move in to the cell. Let x̃ (ix,iy) denote the probability that target will
transition into (ix, iy) in the next stage, given that the “divide-by-two rule” is not in effect:

x̃(ix,iy) =
N

∑
kx=1

N

∑
ky=1

xt
(kx,ky) p̃(kx,ky),(ix,iy), (27)

where p̃(kx,ky),(ix,iy) is the probability that the target transitions into (ix, iy) given that the target was in (kx,ky), computed
as in Section 4.1.1 using the underlying weights w̃ (kx,ky) without accounting for the search region selected by the
pursuer. We define the baseline policy µ0 as follows:

µ0(xt) = arg max
(ix,iy)∈{1,...,N}2

x̃(ix,iy). (28)

In other words, µ0 directs the pursuer to search the cell which is most likely to receive the target ignoring the divide-
by-two effect of the search. This policy has the virtue being simple. Moreover, it also ensures the eventual termination
of the search process (with probability one) since the per-stage probability of terminating is lower-bounded away from
zero. On the other hand, µ0 is clearly suboptimal since it ignores the “divide-by-two rule” that characterizes the target’s
motion. More importantly, µ0 is myopic in the since that it always selects the next search cell based on the likelihood of
termination in the next stage. An optimal search strategy will take a longer view in selecting cells to search, sometimes
selecting search-cells in an attempt to herd the target into regions of the search grid where the likelihood of detecting
the target is higher.

4.2 Approximate Solution by Neuro-Dynamic Programming

We describe here a simulation-based, approximate solution methodology for the search problem of Section 4.1. The
methodology is based on an algorithm known as approximate policy iteration, which is one of several neuro-dynamic
programming algorithms [3] originally designed to solve Markov decision processes with perfect state information.
Approximate policy iteration proceeds as a sequence of policy evaluations and policy improvements, as in the (exact)
policy iteration algorithm of Proposition 2. The main difference here is that both the evaluation and improvement
steps are done approximately, computed with respect to simulation data and neural-network approximations of the
cost-to-go function. We the refer the interested reader to [3, 16] for a more comprehensive review of related literature
on neuro-dynamic programming and reinforcement learning.

A key component in what follows is the notion of an “approximation architecture,” which is the mathematical form
of the approximation of the cost-to-go function associated with the policies produced in approximate policy iteration.
In this paper, we use a so-called linear approximation architecture, where the approximation of expected cost-to-go
from the information state x is computed as the inner product of a feature vector f (x) ∈ ℜ r and a weights vector
ω ∈ ℜr:

expected cost-to-go from x ≈ f (x) ′ω.

The elements of f (x) are quantitative features that are believed to correlate to the cost that remains to be accrued from
the information state x before termination. Generally, the features selected for a particular application are based on the
user’s insight into the problem at hand. We describe in detail the features we use for the search model in Section 4.2.1.

Another key component of our methodological approach is the notion of a greedy policy with respect to the cost-
to-go function approximated by a set of weights ω k−1. We say that the policy µk is greedy with respect to ωk−1

if
µ(x) = arg min

(ux,uy)∈{1,...,N}2
E

[
1+ f (x1)′ωk−1 | x0 = x, u0 = (ux,uy)

]
. (29)

The actions specified by µk are “greedy” in the sense that they minimize the expected cost of the next transition
(each search costs one unit) plus the approximate expected cost-to-go from the new information state x 1 reached from
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x0 under the given action. Note that if ωk−1 results in an error-free approximation of expected cost-to-go for some
baseline policy µk−1, then the policy µk that is greedy with respect to ωk−1 is the same as the result of one stage of
policy iteration starting with µk−1 (cf. Proposition 2, Part 3). To the extent that ω k−1 results in an approximation of
the expected cost-to-go associated with µk−1, the greedy policy with respect to ωk−1 is an approximation of the result
of one stage of policy iteration.

For some problems it may not be possible to evaluate in closed form the expectation in Equation (29). When this
is the case, it is still possible to approximately compute greedy actions as needed in the course of the simulation. The
idea is to replace the expectation in Equation (29) with a sample average over N usim independent trials as follows.

µ̂k(xt) = arg min
(ux,uy)∈{1,...,N}2

1
Nusim

Nusim

∑
s=1

1+ f (Xs)′ωk−1, (30)

where {X1,X2, . . . ,XNusim} are sample values of information-state reached in one-stage from x t under the action (ux,uy)
being evaluated in the minimization.

Algorithm 1 Approximate Policy Iteration

Initialization Given a baseline policy µ0:

1. Simulate µ0 from a given initial information state x0 all the way to termination, storing the information
state trajectory and associated sample cost to go for Nsim independent simulation runs:{[

xt,τ, (Tτ − t)
]}

t=0,...,Tτ , τ=1,...,Nsim
,

where τ is an index that counts complete simulations from 1 to Nsim, Tτ is the number of stages to termina-
tion in the τ-th simulated trajectory, and Tτ − t is the sample cost-to-go from the information state xt,τ in
the t-th stage of the τ-th simulated trajectory.

2. Compute ω0 to be the weight vector that minimizes the sum of squared between the sample cost-to-go data
collected in the simulation and the approximated value:

ω0 = arg min
ω∈ℜr

Nsim

∑
τ=1

Tτ

∑
t=0

[
f (xt,τ)′ω− (Tτ− t)

]2
.

k-th Iteration Given the weight vector ωk−1 for the approximation of expected cost-to-go for the preceding
policy:

1. Use Equation (30) to simulate the greedy policy µ̂ k from x0 all the way to termination, storing the infor-
mation state trajectory and associated sample cost to go for Nsim independent simulation runs:{[

xt,τ, (Tτ − t)
]}

t=0,...,Tτ , τ=1,...,Nsim
.

2. Compute the weight vector ωk to minimize the sum of squared error in the sample data collected for µ̂ k−1:

ωk = arg min
ω∈ℜr

Nsim

∑
τ=1

Tτ

∑
t=0

[
f (xt,τ)′ω− (Tτ − t)

]2
.

4.2.1 Approximation Architecture for the Search Model

For the numerical results of Section 4.3, we use a very simple set of features for the linear approximation architecture,
as described below.

1. The first feature f1(x) is simply the constant value f1(x) = 1. This provides the opportunity for the approxima-
tion function to have an offset away from zero.

2. The next set of features f2(x) to fN2+1(x) are the individual elements of the information state x. That is, f 2(x) =
x(1,1), f3(x) = x(1,2), and so on up to fN2+1(x) = x(N,N).

3. To allow for some nonlinear dependence in the approximation function, the final set of features we use are
the products of all neighboring pairs of elements of the information state. Namely, f N2+2(x) = x(1,1)x(1,2),
fN2+3(x) = x(1,1)x(2,2), fN2+4(x) = x(1,1)x(2,1), and so on.
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Parameter Description Value

N size of the search grid 6
Nsim number of sample trajectories per evaulation 1000
Nusim number of samples for evluateing greedy actions 10
K0 observation model parameter 10
K1 observation model parameter .5

Table 1: Parameters of the search model for the numerical investigation.

4.3 Numerical Results

To illustrate the application of approximate policy iteration, we implemented Algorithm 1 in MATLAB on a 800
MHz PC, running the Linux operating system. As detailed in Tables 1 and 2, we implemented the search model and
optimization algorithm for a 6× 6 search grid. The target-motion weight parameters w̃ (ix,iy) of Table 2 indicate that
the target will never transition to the edges of the grid (because of the zeros on the boundary of the search region).
Thus, the target is actually constrained to move in the 4× 4 region in the middle. On the other hand, depending on
the actual location of the target, relative to the grid cell being searched, any of the 6× 6 cells may be drawn as the
the observed location of the target, according to the observation process described in Section 4.1.2. The observation
model parameters K0 and K1 are set so that the closer pursuer is to the actual location of the target the more accurate
the observed location of the target is. For example, if the pursuer searches grid cell (4,4) when the target actually
transitions into (2,2), then the probability that the observed the location of the target will be correct is .7940. On the
other hand, if the pursuer searches grid cell (3,3) when the target actually transitions into (2,2), then the probability
that the observed location of the target will be correct is .8760.

In implementing Algorithm 1, particularly in simulating each policy produced by the algorithm, we set the initial
information state x0 so that x0

(ix,iy)
= 0 for all grid cells (ix, iy) on the boundary of the search region, whereas we set

x0
(ix,iy)

= 1/16 for the 4×4 grid cells in the middle of the search region. Also, as indicated in Table 1, we set the pa-
rameters Nsim and Nusim, respectively, to 1000 independent simulation runs per policy evaluation and 10 independent
one-stage samples for calculation of the greedy action per stage (cf. Equation (29)). We chose these values heuristi-
cally, based on what seems to work for this application. Finally, to keep the run-time of the algorithm reasonable, in
identifying the greedy action at each t of a simulation (for policy evaluation), we limited attention to grid cells (u x,uy)
such that xt

(ux,uy)
≥ .0001.

The results from two independent trials of approximate policy iteration are given in Figure 1. The results for “Run
1” appear on the left, and the results for “Run 2” appear on the right. Both plots show the evolution of Algorithm 1
in terms of the average cost-to-go from x0 for Nsim independent trials, starting with µ0. The results from both trials
are qualitatively similar: the average number of stages to termination for the baseline policy µ 0 is around 16, whereas
the average number of stages to termination for the successive policies generated by Algorithm 1 hover somewhere
between 9 and 10. These results are rather typical of those generated by approximate policy iteration [3]. Particu-
larly, we observe that, compared to exact policy iteration, the improvement in expected cost from Algorithm 1 is not
monotonically decreasing. Rather, the average number of stages to termination after the second iteration tend to rise
or fall erratically. These oscillations could be explained by the relatively small sample size (N sim = 1000), but the true
explaination probably lies in the power of our linear approximation architecture in approximating expected cost-to-go
for this problem. Finally, we observe that, even though the target is constrained to move within the 4×4 middle cells
of the search grid, it turns out to be rather difficult to pin it down, as evidenced by the performance of the baseline
policy µ0.

Before concluding this section, we remark that the computational requirements of approximate policy iteration can
be extremely heavy. For our MATLAB implementation of Algorithm 1, for the case N = 6, each policy evaluation
stage required approximately three hours of compute time, with the majority of the time spend in computing the greedy
action at each stage. Testing the algorithm for N > 6, at least in MATLAB, would prohibitively slow.
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iy
. . . ix 1 2 3 4 5 6

1 0 0 0 0 0 0
2 0 1 2 4 4 0
3 0 1 2 5 5 0
4 0 2 4 6 6 0
5 0 4 5 7 8 0
6 0 0 0 0 0 0

Table 2: Underlying weight parameters w̃(ix,iy) for target motion.
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Figure 1: Evolution of approximate policy iteration in independent runs
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5 Conclusions

We have analyzed a class of partially observed stochastic shortest path problems. Under standard assumptions of
termination inevitable (i.e. Assumptions A and B), the optimal cost-to-go function J ∗ is characterized as the unique
bounded fixed point of the dynamic programming operator T and is continuous as a function of the information-state
x ∈ X , and the value iteration algorithm converges geometrically to J ∗ for any initial continuous approximation of J ∗.

For the case where termination is not inevitable, at least under some policies, i.e. under Assumptions A and C, the
dynamic programming operator T is not a contraction with respect to any norm [2]. Our main results for this more
general class of models include the following.

(i) J∗ is again characterized as the unique bounded fixed point of T . (We have not established the continuity of J ∗
under Assumptions A and C.)

(ii) Value iteration converges pointwise to J ∗ for any initial bounded approximation of the optimal cost to go func-
tion.

(iii) The cost-to-go functions generated by policy iteration also converge pointwise to J ∗ for any initial proper policy.

Under both sets of assumptions, there exists an optimal stationary policy µ ∗ : X �→U , and the cost function Jµ for an
arbitrary proper policy µ ∈ M may be discontinuous.

Our numerical results for the pursuit/evasion search model of Section 4 illustrate the application of our modeling
framework, and also indicate the heavy computational requirements to obtain even approximate solutions to partially
observed stochastic shortest path problems.
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