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ABSTRACT

     Credit card firms face surmounting losses due to the record increase in number of delinquent and charged-off accounts, despite today’s strong economy.  This is forcing many companies to reexamine their collections systems. Hence, the conceptions of this capstone project by Partners First: the development of an optimal collections system for credit card debt.  The group broke down the collections process into five main areas: classification, contact, control, negotiations, and portfolio.  This paper explores the various aspects of the system and offers recommendations that Partners First could choose to implement.   Should Partners First decide to implement the prescribed set of methodologies and accept the system developed by our team, Partners First could see a decrease in the number of accounts written-off and an increase in the percentage of outstanding money paid to the company.  


INTRODUCTION

     The credit card services industry has always been a lucrative one, yielding high payoffs.  But this is no longer the case.  Risk has increased and companies face fierce competition.  A record 2.7 billion solicitations for new cards were mailed out by these companies in 1995.  Despite today’s strong economy, companies are confronted with a record number of charge-offs, accounts which are unpaid and written off as a loss to the company, due to personal bankruptcies and other factors.  In 1996, a record number of Americans, nearly 1.2 million, filed for personal bankruptcy (Mulligan 1997).  In addition, the number of delinquent customers is on the rise.  As a result, many credit card firms are reexamining their collections systems to minimize the number of customers who charge-off and to maximize the amount of money collected from each customer.

     One such company is Partners First, a leading credit card services firm headquartered in Lithicum, Maryland with over two million customers and $2.4 billion in receivables under management.  The firm contacted our Systems Engineering Capstone group to develop the “best” collections system in the industry.

LITERATURE REVIEW

     Relevant literature in this area of the credit industry was limited.  Sources of information and ideas included academic papers and credit trade journals.  However, they did not have any relevant information available due to the high level of propriety within companies who carry out this type of operations. 

SYSTEMS ANALYSIS

A. Overview of Collections System

     The collections system is the area of the credit card process that is responsible for handling the delinquent customers, those who have not paid their bills by the due date.  Delinquent customers automatically enter the collections system if Partners First has not received their payment 5 days after it was due.  The collections system can be analyzed in terms of bins or buckets, which are 30-day periods shown in Figure 1. 

Thus, the bins range from 0-30 days, 31-60 days and so on until day 210, at which point they are charged-off. They move down a bucket if they do not pay or pay less than two percent of their bill by the end of each billing cycle. Customers, however, can move up a bin if they pay two percent of their bill plus interest and fees.  


Figure 1 Movement of Customers through the Collections System

B. Decision Points in the Collections Process

     At an abstract level, the collections process can be viewed in terms of 5 strategies: classification, contact, control, negotiations, and portfolio.  The classification strategy strives to group the customers according to a specific attribute, such as the bureau score.  The bureau score is an attribute of each of the customers and reveals their likeliness to become delinquent.  The contact strategy focuses on the methods Partners First carries out to remind the customer of their overdue bills.  This includes phone calls, letters, or email.  The control strategy is a defensive measure that Partners First develops to protect themselves from losing a large amount of money from delinquent customers.  This may involve cutting off cash advances or decreasing the credit line.  One of the objectives of this collections system is to minimize loses.  If a customer has not paid a single bill after approximately 150 days, the negotiation strategy is carried out.  Here, the company attempts to make a deal with the customer wherein they only have to pay a certain amount of every dollar.  Lastly, the portfolio strategy analyzes the customers across all bins, examining the amount of customers in each of the bins and how the company should allocate its resources to each bin.

SIMULATION

A. Introduction

     One of the major goals of the Capstone project for Partners First was to build a simulation model of the collections process. A simulation is a broad collection of methods and applications to mimic the behavior of real systems. The simulation attempts to build a framework model of the flow of customers through the collection system. This type of simulation is useful to measure the performance of the system, and improve upon its design. Partners First can use the simulation to test the effect of new strategies on the flow of customers in the system. It will also allow Partners First to locate the most sensitive areas in the collection process. The results of the simulation are also used as input in some of the other analytical models. The software used for the simulation is Arena. 

B. Design

     The goal of the simulation is to model the flow of customers through the collection process as realistically as possible. The design must reflect the real life system by allowing customers to move from bucket to bucket. The backbone of the simulation will be the seven buckets that comprise the collection system. Each of the buckets represents a 30-day period in which the customer has the opportunity to pay.

     The entities flowing between the buckets are the customers. Each arriving customer is assigned specific attributes that individualize him. These attributes include a balance, a bureau risk, and a behavioral risk. These attributes are assigned from distributions built from actual Partners First data. Using the distributions to assign these attributes allows for a wide range of customers, mimicking the actual collection process. 

     The movement between the buckets is dependent on the amount each customer pays. The payment rule in the simulation is the same as it is in reality. If the customer pays 2%, they remain in the current bucket. If they pay less they move to the next lowest bucket and if they pay more, they will move up a specific number of buckets. The actual payment amounts are determined by examining each customer’s current bucket, and relevant attributes.  Figure 2 shows how a customer would move through the collections system.  The simulation uses a mixture of regression models and distributions to calculate the amount paid variable. 



Figure 2 Movement Based on Payment
Before the specific amount paid variables are determined, the customers are split into two groups, those who pay something and those who pay nothing. Each bucket splits customers differently based on the data provided by Partners First. For example, in the first bucket, 36 percent of the delinquent customers pay zero. Therefore, 36 percent of the customers who enter bucket one are assigned a zero payment while the rest have the payment number calculated based on a regression model using their balance, bureau risk, and behavioral risk. 

     The simulation must also support other functions that allow the user to evaluate the simulations performance. The number of customers who charge-off and the number of customers who go current are calculated by two depart modules, one for charge-off, and one for current. The total dollars charged-off and the total dollars collected are also calculated. The simulation also keeps track of how many customers are in each bucket at any moment in time. The number of customers in each bucket is crucial because it allows the user to compare these numbers to the real life distribution of customers in the collection process. 

C. Results

     The results of the simulation show that the simulation does a good job in predicting actual customer flow through the system. Since the Arena software can only support 150 entities in the process at one time, only 50 customers can enter the collection process each cycle. In order to compare the distribution of customers in the simulation to that in real life, the number of customers in each bucket was taken as a percentage of the number of customers in bucket one. The results are as follows:

Bucket 
Actual Distribution
Simulation Distribution

1
1
1

2
.37
.39

3
.15
.20

4
.067
.11

5
.037
.060

6
.021
.047

7
.0037
.024

Table 1 Simulation Results

 The simulation does appear to allow to many customers to reach the latter stages of collections, but in general does a good job approximating customer flow. The data received to build this model only reflects one month, which means the actual distribution may change as well, leaving some room for error.

     The simulation results above stem from a simulation run consisting of twelve 30-day cycles, or one year. The simulation was also tested for six cycles, and forty cycles. The results were significantly different between the six cycles and the twelve cycles, meaning that the process did not reach a steady state in only six cycles. The results from the twelve cycles was not significantly from the results of the forty cycles, indicating that twelve cycles was enough time to reach a steady state condition. The simulation was also replicated 50 times to produce averages for the number of customers in each bucket. A replication of 100 was also used, but it did not significantly differ from the 50 replication simulation.

RESPONSE MODELS

     Introduction. The contact, control, and negotiations strategies work together to induce payment from the customer.  The control and contact strategies precede the negotiations strategy in the collections process.  The following sections describe how we utilized mathematical models to predict the willingness of customers to make payments for the contact and negotiations strategies.  Thus, developing strategies based on the results of the models.  The control strategy serves to protect the lender from cardholders overcharging, while limiting the revenue lost from not allowing them to incur additional debt.

A. Contact Strategy

     For this aspect of the collections system, the objective was to develop mathematical models that compute a response score based on specific customer attributes. Hence, by analyzing the resultant equations, general conclusions regarding the customer response and attitudes may be deduced.  


Figure 3 General Methodology to Develop Mathematical Models

     Partners First provided the Capstone team with 18036 rows of data from accounts in the collections system and each had 20 attributes.  The attributes that were considered in the models were: credit line, account balance, payment due, number of times ever delinquent for 1, 2 and 3 cycles, number of times in this year customer is delinquent for 1, 2, and 3 cycles, bureau score, behavior score, pay flag, and delinquency bucket.  

     Since the objective of the contact strategy was to develop models that compute a response score, pay flag was the most suitable dependent variable that could act as a response score.  Pay Flag is a binary variable that gives a 1 if the customer made a payment within two weeks of contact from Partners First and 0 if no payment was made. Using all the variables listed above, binary logistic regression models were developed using the statistical modeling package, SAS.  Tests of accuracy of the models and the individual variables included Chi-Squared tests, p-values, concordance, and discordance values.       

     Mathematical models that predict the customers’ willingness to pay were developed for each type of contact result.  The variable contact result is a categorical variable that indicates the response of the customer to the contact of Partners First.  For instance, when contact was made by Partners First, the customer made a promise to pay.  There were 13 categories listed for this variable.  Next, all the data was sorted based on the type of contact result and predictive models, similar to the one described earlier, were developed for each contact result.  For instance a predictive model was developed that predicted the probability that a customer was going to make a payment within two weeks given they offered hardship.  Since some categories did not contain enough observations, regression models were only carried out for the following contact result categories: no promise to pay, promise to pay, offered hardship, bankrupt, no arrangements made, sent payment, and possible payment.    

     Additional models were created were very similar to the previous models except that pay flag was widened to 4 weeks instead of 2 weeks.  These regression models predict the probability of a customer making a payment within 4 weeks of contact from Partners First.  

     The last step in this project involved further testing the accuracy of the models. The data set was randomly partitioned into a training set and a test set.  The training set, which was composed of two thirds of the data set, was used to develop the predictive models.  Again, the models that were created were similar to those previously explained.  The test set, which was composed of one third of the data set, served as inputs into the models.  In doing so, the probability that was predicted by the model could be compared to the actual value pay flag given in the data set.  This procedure was carried out three times by placing another two thirds of the data set to develop the models and the last third for the test set and so on.  

     All the individual variables in the final models and each of the models as a whole passed the Chi-Squared test at a 95% confidence level.  Additionally, the concordance values of each of the models revealed that they were all moderately accurate.  The concordance value reveals the probability that the equation will predict the dependent variable correctly.  Table 2 shows the concordance and discordance values for the models built.


Concordance
Discordance

Model 1: General Model w/Pay Flag at 2 weeks
67.2%
32.4%

Model 2: Result = No promise to pay w/Pay Flag at 2 weeks
66.1%
33.4%

Model 3: Result = Promise to pay w/Pay Flag  at 2 weeks
63.1%
36.3%

Model 4: Result = Offered hardship w/Pay Flag at 2 weeks
87.80%
8.80%

Model 5: Result = Bankrupt w/Pay Flag at 2 weeks
77.4%
15.9%

Model 6: Result = No Arrangements made w/Pay Flag at 2 weeks 
69.60%
29.90%

Model 7: Result = Sent Payment w/Pay Flag at 2 weeks
64.60%
34.70%

Model 8: Result = Possible Payment w/Pay Flag at 2 weeks
64.90%
34.70%

Table 2 Concordance & Discordance Values of All Models

     Conclusions were made regarding trends that were found throughout most of the models.   The bureau score and the behavior score were significant in almost all the models that were developed.  Hence, this reveals that they play important roles in predicting the response of all types of customers.  Analysis of the regression models revealed that a unit increase in either of the scores causes a increase in the probability that the customer is going to pay within two weeks of contact.  Additionally, as mentioned in a previous chapter, Partners First provided the information that as the bureau and behavior scores increase, it is less likely that the customer is going to charge-off.  A plausible explanation is that those customers with good credit standing wish to remain on the "A" lists of their creditors and make payments when possible.  Additionally, those customers in the lower buckets (e.g. 1 & 2) are mostly sloppy payers.  This means that they have to the funds to pay their bills however, they forget to pay by the due date and rely on reminders from Partners First.   On the other hand, those with lower behavior and bureau scores, who are in more danger of charging off, do not have the funds to pay their bills and try to delay payments.


Another variable that was found significant in most of the models was the bucket that the account is currently occupying.  As mentioned in a previous chapter, the higher the bucket number, the closer the account is to charging-off.  The trend in the models that contain this variable revealed that a unit increase in the bucket number causes an decrease in the probability that the customer would pay within two weeks of contact.  As explained in the earlier paragraph, those in those customers occupying the higher buckets have the largest probability of charging-off.  A plausible explanation is that they are most probably encountering financial problems and are finding it difficult to make payments. On the same note, those customers in the lower buckets are usually sloppy payers with good credit standing and make payments as soon as they are contacted by the client, Partners First.


All these models revealed that regardless of the contact result, the attitude and response of most customers seem to be similar.  As the risk of charging-off increases, the probability of making payments decreases despite contact from Partners First. It is difficult to make loans for large purchases or even get approved for another credit card if one has bad credit history. Since the customers must realize that a bad credit status is quite costly in terms of reputation and future purchases however, we are left to conclude that they lack funds to make payments.  On the other hand, those customers with good credit standing are probably simply sloppy payers and rely on contact by Partners First to remind them to make payments.   

C. Negotiations Strategy

      Negotiation is a form of contact strategy, used as a last resort by credit card companies to collect payment from their customers before they charge-off. Which offer to give the customer that will maximize amount collected and yield a high response rate is the dilemma the lending institution faces.

     Given the current situation, we propose that the company cluster its customers into groups with common attributes and characteristics. Partners First already classifies its customers according to a variety of factors, such as estimated income and risk.  This classification can be taken a step further through cluster analysis by grouping customers according to these classification attributes. Usually, the members within each group act similarly.    By tailoring their services and products to the individual groups and using these groups as the basis for how they treats each customer, Partners First will respond better to the needs of each group.  For example, if a company clusters its customers according to age, the company may find that customers in the 18-24 age group respond better to offers that involve free gifts, while customers in the 35-50 age group prefer settlement offers.  The company can use this valuable information for a new customer entering the collections system.  Finding that the customer falls into the 35-50 age group, the company knows offering a settlement will generate a higher likelihood of response from the customer as opposed to a free gift.

     To validate this methodology, we built binary logistic regression models to predict the likelihood that a customer will accept an offer, using three data sets. The first data set consists of the entire 18,000-plus accounts provided by Partners First.  The purpose of using this data set illustrates the principle of offering one standard offer to every customer regardless of the customer’s risk classification and the customer’s location in the collections cycle.  The second data set separates customers according to delinquency bucket (1 to 7), allowing us to show the effects of offering one standard offer to all the customers in one bucket.  The third data set illustrates the clustering principle.  In this set, we chose to cluster the customers based on one common attribute.  In the data set sent by Partners First, we identified bureau risk score to be the best choice. Hence, we clustered the customers according to their bureau risk score, which varies between 1 and 5.  The higher the risk score, the less likely the customer will charge-off.  After clustering the customers, we further divided the data set using delinquency bucket.  For these models, we simulated the strategy of offering distinct offers to the customers according to their cluster.  For example, instead of offering one standard offer to all the customers who are in the third bucket as we did in the second data set, we negotiated a special offer only to those with bureau risk score of 2.

     Running the binary logistic regressions using SAS, we obtained concordance values between 60% and 70%, suggesting that the models predict the likelihood of a customer response with a high probability.  Further, in almost all of the models, the bureau risk score and the behavior score showed to be significant, suggesting that these two scores play important roles in predicting the likelihood of a customer’s response to an offer.  Additionally, for each of the variables in the models, we calculated the percentage change in the dependent variable given a one-unit increase in one of the independent variables while holding the others constant. For every unit increase in the customer’s bureau risk score, the probability of him or her responding to the given offer decreases by 20.6%.  At the same time, for every increase in the number of times the customer goes one cycle delinquent, the probability of the customer accepting the offer decreases by 3.16%.  If we look at the person’s account balance, for every $100 that the customer owes the company, the probability of the customer responding to the offer increases by 6.4%.  Hence, the effect of each of the variables on the dependent variable can be qualitatively measured.  Table 3 provides a summary of the percentage change in the dependent variable in each of the independent variables in the percentage change column, the parameter estimates from the SAS printout, and the observed significance levels from the Wald Chi-Square test statistic (given by the P-Value column) for the first model in which Partners First gave one standard offer to all of its customer disregarding risk classification and delinquency bucket.

Description
Parameter Estimate
P-Value
Percentage Change

Credit ine
-0.0006
0.0001
-0.000599

Account balance
0.00064
0.0001
0.000640

VD1CYDEL
-0.0322
0.0001
-0.0317

VD2CYDEL
-0.0910
0.0001
-0.0870

YTD1CYDL
-0.0703
0.0001
-0.0679

YTD2CYDL
0.1224
0.0001
0.130

Bureau risk score
-0.2313
0.0001
-0.206

Behavior score
-0.00198
0.0001
-0.00198

Delinquency bucket
0.0400
0.0001
0.0408

Table 3  Statistics for Model Testing the Strategy of Offering One Standard Offer to All the Customers.
This model tells us that the customers who are more risky and closer to charging-off will accept the offer with a higher probability than the customers who have a fairly clean credit record and in the early stages of collections.  

      In contrast, the third type of model, in which Partners First gives a different offer to the customer depending on his or her risk classification, showed that the probability of the customers who have a bureau risk score of one (deemed extremely risky by the company) accepting the offer would increase by 4.89%, for every $100 outstanding in their account balance.  For the customers who have a bureau risk score of three (deemed moderately risky by the company), for every $100 outstanding in their account balance, the probability of them accepting the offer only increases by 0.157%.  This further illustrates how customers act differently.  Comparing the percentage change for account balance for the second type of model in which Partners First would give one standard offer to all the customers in the third delinquency bucket showed that a $100 increase in the account balance did not change the probability of the customer responding to the offer.  At the same time, looking at the bureau risk score for this model, the probability of the customer accepting the offer increases by 0.116% with each unit decrease in the customer’s bureau risk score.
      As we have shown through our models, the more risky the customer and the closer he or she is to charging-off, the higher the probability of the customer accepting the offer.  This is intuitive, since these customers would like to exit the collections system as soon as possible.  Meanwhile, customers who are less risky may not be concerned with their situation and will take their time to pay off their outstanding balance.  Consequently, Partners First should not randomly give out one standard offer when it negotiates with its customer.  A settlement offer where the customer pays back 70 cents on the dollar may not mean much to a customer with a bureau risk score of 5 compared to a customer with a bureau risk score of 3.  For the customer with a bureau risk score of 3, the consequences of not paying will be more severe.  For example, the customer faces the possibility of being classified with a bureau score of two and even one, which will mean the customer will have a harder time in the future applying for loans and credit cards.  The customer with a bureau score of five does not really care if Partners First gives him or her a score of a four, or even a score of three.

D. Control Strategy

 In general, the control strategy is the checkpoint process that enables the company to make decisions on how to control a customer’s account.  The way that a customer’s account is controlled is a direct result of the characteristics of that particular customer, such as account balance and risk classification.  This is illustrated below:


Figure 4 Flow of Control Strategy
     When customers go into the collections system, they still have the ability to charge items on their credit card and obtain cash through cash advances.  The dilemma that the control strategy faces is determining when his/her debt become so great that it is inoperable.  The model below (Figure 3) illustrates the fundamental aspects of this key decision.  This figure is a high-level abstraction of what one final control model might look like.   




Figure 5  Cut-off points for a Low-Risk Customer
     Assume that the above graph is the control strategy for a customer who is trusted, and may not be considered a serious risk. There are two different paths shown, illustrating the possible ways in which the customer can proceed and subsequently be cut-off by Partners First.  The credit cutoff lines are also fairly wide spread, indicating that the customer has some leeway.  If Figure 5 represents a low-risk customer, now assume the model on the following page (Figure 6) is a strategy for a higher-risk customer.  This is most likely a customer who, based on Partners First knowledge of their clients, may not be able to afford his/her payments.  The credit cutoff lines in this case are very constricting, to ensure that the cardholder does not built up an unmanageable debt. 

                 


Figure 6 Cut-off points for a High-Risk Customer

     Partners First does not currently distinguish between low and high risk customers.  The company suspends all privileges of each account that is 3 cycles delinquent.  Intuitively, it seems logical that different types of customers should be treated differently to minimize the losses to Partners First.  Therefore, the control strategy that we have developed focuses on creating a method to take advantage of what the company knows, or can ascertain, about its customers.

     The control strategy we developed theoretically could apply a different action at a different time for each type of customer.  We used a predictive model to decide which action and time will minimize the losses to Partners First for each customer type.  Data on the response to specific actions, but approximate information can be obtained through experimentation.  We broke the customers down into four classifications, the actions down into three, and the times into five.  The actions are to cut cash advances, cut credit and cash advances, and reduce the credit limit to $100 over the current balance extended.  The times to cut off people are the first second, third, fourth, or fifth bucket.  This gives us 60 subsets of customers to sample.  

     In order to determine if experimentation is worthwhile, we analyzed the 18,000+ records we obtained from Partners First.  We wanted this analysis to give us an idea of how different customers acted in the collections system.  To accomplish this, we made the following assumptions: everyone making it to bucket 7 charges-off, classifications: 1 = under 500; 2 = 500-599; 3 = 600-699; 4 = 700-799, and analysis based on sample of 18,000-plus records

Classification
1 to 2
2 to 3
3 to 4

1
-254.3
686.6
-298.0

2
-125.7
200.0
199.5

3
-220.5
616.9
-356.5

4
-783.1
-746.5
-2034.8

Table 4 Charge-off Loss by Average Balance Increase

     From this, we know the average increase in balance for each classification over the first 4 buckets.  This gives us an idea of the charge-off loss incurred as a result of each type of cardholder charging off.  Basically, it tells us the average charge-off loss per customer from cutting a customer off in bucket 2 instead of 1, 3 instead of 2, and 4 instead of 3.

Classification
Avg. Payment ($)
Avg. Bal. Difference ($)
Rev. Loss ($)

1
83.6
686.6
-603.0

2
94.3
200.0
-105.7

3
108.8
616.9
-508.2

4
175.2
-746.5
921.7

Table 5 Revenue Loss Bucket 3 Instead of Bucket 2


Classification
Avg. Payment ($)
Avg. Bal. Difference ($)
Rev. Loss ($)

1
105.2
-298.0
403.1

2
118.4
199.5
-81.1

3
112.2
-356.5
468.7

4
19.3
-2034.8
2054.1

Table 6 Revenue Loss Bucket 4 Instead of Bucket 3

     The above two tables tell us the expected revenue loss from cutting a customer off in bucket 2 instead of bucket 3, and bucket 3 instead of bucket 4.  For example, Partners First loses $2054 in revenue by cutting off a type 4 customer in bucket 3 as opposed to bucket 4.   Putting all three tables together, we can see the effect of cutting a person off in bucket 3 instead of 2, and 4 instead of 3. 

Classification
Cut-Off At Bucket 3 Vs. 2
Cut-Off At Bucket 4 Vs. 3

1
1289.6
-701.1

2
305.7
280.6

3
1125.1
-825.3

4
-1668.3
-4089.0

Table 7 Overall Loss by Bucket
     It is obvious from this data that different classifications of customers do not act similarly and, thus, should not be treated the same.  Furthermore, of the 18,000 records we examined, nobody from group 4 and only one person from group 3 ever charged off.  This tells us that these types of customers should be given much more leniency than groups 1 and 2 which charged off 23 and 15 times, respectively.

     The response variable for the regression Partners First might run with this data is the revenue generated over the first eight months the cardholder is in collections.  The regression will find the action/time combination that will maximize the revenue generated for each type of customer.  Once the revenue for each customer is maximized, the revenue for the entire system will be maximized.   

CONCLUSIONS

     The Capstone team has developed a conceptual plan for the optimal collections system for Partners First.  While the plan is based on theory and predictive models, our group feels that implementation of this plan will help decrease the number of accounts written-off and increase the percentage of outstanding money paid to the company.  Overall, the company will achieve better collections efforts by understanding its customers and tailoring its services and strategies to the individual customer.  
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